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Abstract 
This paper introduces a sequential decomposition strategy based on a rigorous Mixed-Integer Linear 
Programming (MILP) model to address the integrated Production Routing Problem (PRP) of large-scale 
industrial gas supply chains. Solving the PRP in real-world instances represents a significant challenge due to 
the high combinatorial complexity involved. To effectively tackle this issue, a three-step sequential approach 
(TSSA) is proposed. In each step of the procedure, different assumptions are applied to manage the scalability 
of the resulting problem. Specifically, in Steps 1 and 2, the model size is controlled by allowing a reduced 
number of routes. In Step 3, a larger set of routes is considered, but the days on which they can be used are 
restricted. In each phase, the MILP model is solved to minimize either the cost of external purchases of product 
(Step 1) or the total operating cost (Steps 2 and 3), with the aim of sequentially finding feasible solutions and 
progressively improving them. To assess its performance the TSSA procedure is compared against instances 
where the MILP model is solved monolithically. Two case studies are solved for this analysis: one small-size 
and one industrial scale problem. In the illustrative case, the proposed procedure found near-optimal solutions 
in a small fraction of the CPU time in comparison to the monolithic MILP model. For the industrial case, the 
superior performance of the TSSA approach is more evident, achieving higher-quality solutions with shorter 
CPU times for a real-world problem.    
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1. Introduction 
In today’s highly competitive market environment, any process improvement that enables companies to operate 
more efficiently represents a competitive advantage over other players in the supply chain (SC). For industrial 
gas companies, decisions related to logistics, from production to delivery, are of critical importance. Poor 
decisions in this area can lead to operational inefficiencies and significant associated costs. These decisions 
involve the determination of production amounts and the planning of distribution strategies to ensure customer 
demand is met. In this type of industry, distribution costs can be up to 10% of sales1. Therefore, the minimization 
of these costs becomes a key priority to maintain competitiveness within the sector. 
One strategy that has gained considerable importance in this industry is the Vendor Managed Inventory (VMI) 
policy. VMI provides greater control over supply chain decisions and the associated costs. Under this approach, 
the gas supplier is responsible for monitoring the inventory levels at customer sites, and determining the optimal 
timing of deliveries and the quantity to be supplied. This monitoring is performed using telemetry devices that 
allow real-time visibility of stock levels in each managed tank. By having information of critical inventory 
thresholds of each customer, replenishment decisions can be made proactively to prevent stocks from falling 
below required limits. This type of policy makes it possible to plan the number of trips and the scheduling of 
deliveries to maximize vehicle capacity utilization. As can be expected, implementing VMI requires close 
coordination across the company’s operations. Each decision to ship product to a customer must account for 
the availability of inventory at the plant and the distribution capacity needed to perform the delivery. 
The problem of production and distribution in industrial gases has gained significant relevance in recent years. 
Numerous studies in the literature address this topic, primarily aiming at minimizing the operational costs of 
the SC. Additionally, there are works that introduce, explain and discuss various aspects of industrial gas SC. 
1–3 Ramaswamy et al.1 present a detailed analysis of the most important characteristics of industrial gas SC, 
introducing tools to support strategic SC design and highlighting the challenges that may arise. Barbosa-Póvoa 
and Pinto2 identify and discuss current contributions, challenges, and perspectives in process SC. Broadly, these 
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challenges involve representations of the SC scope, modeling strategies, data management, and implementation 
considerations. More recently, Barbosa-Póvoa and Pinto3 also discuss the need for SC to be resilient to complex 
dynamic changes, such as global pandemics or geopolitical instability, emphasizing the challenges and 
opportunities that may arise in these scenarios. 
When the contributions identified in this field are analyzed, it can be observed that several works have been 
devoted to addressing the production aspect.4–10 In most of these studies, the optimal mode of plant operation 
is determined by taking into account factors such as variable energy costs, different demand profiles, operational 
costs, and product specifications. Many other works have contributed to modeling the distribution problem, 
also known as the Inventory Routing Problem (IRP),11–14 in which the primary focus is placed on determining 
how the product delivery to customers will be carried out.  
It has been demonstrated in various studies that addressing production and distribution problems separately may 
lead to inefficiencies15,16. These studies also emphasize that solving the integrated problem can lead to cost 
reductions across the supply chain while simultaneously improving service levels. In the literature, several 
works have explored the integration of production and distribution planning. You et al.17 addressed an industrial 
gas supply chain problem in which distribution and inventory decisions were jointly considered alongside the 
determination of tank sizes at customer sites. A mixed-integer linear programming (MILP) model was proposed, 
along with two solution approaches. The first approach decomposed the full-space MILP formulation, while 
the second strategy approximated distribution costs by omitting detailed routing decisions. In Marchetti et al.18, 
an MILP formulation was developed to simultaneously address production and distribution decisions, while 
minimizing total costs. The production model considered multiple plants manufacturing different products, with 
particular emphasis placed on operation modes and production rates influenced by variable electricity prices. 
Inventory stored at the plants was used to link production with distribution activities. A fleet of trucks was made 
available for deliveries. However, the model assumed that each vehicle could perform only one round trip within 
each time period. In the work by Marchetti et al.18, if more than a single trip per vehicle were to be considered, 
a more precise discretization of the time horizon would be required.  
Zamarripa et al.19 used the formulation proposed by Marchetti et al.18, and developed a rolling horizon approach 
to coordinate decisions within industrial gas supply chains. This solution technique was designed to deal with 
large-scale industrial problems. Zhang et al.20 addressed the production routing problem by considering multiple 
plants, customer locations, various products, and homogeneous truck capacities. To tackle this challenge, an 
MILP model was proposed incorporating two distinct time grids, one dedicated to production planning and the 
other to distribution activities. Similar to the approach presented by Marchetti et al.18, the inventory routing 
modeling assumes that each truck can perform only a single trip within a given time period. Consequently, if 
multiple trips per driver are to be considered, a greater discretization of the time horizon becomes necessary. In 
the work by Misra et al.21, an MILP model was developed for the short-term planning of air separation 
industries. The formulation focuses on the coordination between production and distribution networks, with the 
objective of minimizing the total operational cost. The proposed approach incorporates elements related to 
scheduling complexities and vehicle utilization. Similar to previous studies, it is assumed that all deliveries are 
initiated at the beginning of the day, and vehicle delivery capacities are restored on the following day. 
Additionally, a decomposition-based framework was introduced to address industrial case studies.  
Lee et al.22 proposed an optimization-based framework to provide integrated solutions for industrial gas SC. 
Their MILP formulation simultaneously addresses production planning, supply contracts, inventory 
management, and distribution scheduling. On the distribution side, the model incorporates multi-modal 
transportation options, explicitly considering lead times and vehicle loading capacities. However, it imposes 
the restriction that each vehicle can serve only a single location per trip, returning to its point of origin afterward. 
To manage the complexity of the resulting problem, the authors developed a two-phase hierarchical solution 
strategy. Subsequently, Lee et al.23 developed a mixed-integer linear fractional programming (MILFP) 
formulation. In contrast to their earlier work22, this formulation incorporates decisions regarding the availability 
of vehicles at each plant, depot, and third-party supplier. Additionally, the authors proposed a multi-objective 
optimization approach and two solution strategies. More recently, Lee et al.24 addressed the production, 
inventory, and routing problem for a liquid oxygen supply chain. The study was presented as a continuation of 
their previous work25, with the aim of tackling problems of considerable complexity. In this case, multiple 
plants, customers, and vehicles with different capacities were considered. To solve the problem, a two-level 
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procedure was proposed, which is used to support decisions related to production, inventory, and product 
allocation. For lower-level decisions, a multi-trip heterogeneous vehicle routing problem (MTHVRP) 
formulation was introduced together with a column generation-based solution strategy. Regarding distribution 
decisions, it was required that trips not exceed a specified duration. In the industrial case study presented, this 
duration was defined as one day. 
The present work arises as an extension of the study conducted by Bonino et al.26, in which an MILP-based 
approach was proposed to optimize the monthly operation of industrial gas supply chains under a VMI policy. 
The formulation developed in that study incorporated critical features of real-world case studies, which to the 
best of our knowledge, had not been simultaneously addressed in previous research. These features included 
plants with different production capacities and inventory limits, vehicles that could be operated for a specified 
number of hours per day, trucks capable of performing multiple trips per day, as well as trips lasting several 
days, and the consideration of lead times in the delivery of products to customers. In addition to the MILP 
formulation, the work also presented an algorithm designed to generate a set of feasible routes to be used by 
the model. Although the formulation proposed by Bonino et al.26 was shown to perform correctly, certain 
limitations were identified when addressing large-scale industrial problems. These limitations are related to the 
scalability of the resulting MILP model, leading to big instances of the problem that are difficult to be solved 
within reasonable solution time. The present work seeks to overcome this issue through the introduction of a 
three-step solution strategy. In each of these steps, different considerations are incorporated with the aim of 
keeping the problem complexity under control, while sequentially optimizing the solutions obtained. The 
proposed procedure is based on the previously developed MILP formulation and the route generation algorithm. 
The remainder of this article is organized as follows. Sections 2 and 3 present the problem description and the 
proposed approach, respectively. Section 4 reports the computational results, and finally, Section 5 discusses 
the conclusions derived from this work. 
 
2. Problem Statement 
In this work, the production and routing problem  in an industrial gas supply chain is addressed under a VMI 
policy. Under VMI, the company takes full responsibility for inventory management, meaning it must decide 
when and how much product to ship. Thus, determining production and distribution strategies involves 
monitoring customer inventory levels and accounting for their minimum and maximum storage capacities. 
The network under consideration comprises a defined set of production plants and customers, whose respective 
locations and distances are known. Each customer requires a single product, which any of the available plants 
can supply. This product is stored in tanks, each subject to a given minimum reserve level and maximum 
capacity. To meet all customer demands, the company operates its plants at designated daily production rates, 
enabling the generation and storage of products in dedicated tanks with minimum and maximum capacities as 
well. Additionally, in instances where the company cannot satisfy customer demands due to a lack of resources, 
customers are accommodated by acquiring product from external suppliers. Based on the criticality of each 
customer, visit schedules are generated, specifying both the amount and the time of deliveries. Each plant has 
a fleet of trucks that transport a single type of product. 
An important aspect of the problem is that trucks can either make multiple short trips within a day, or a single 
extended trip over several days. The duration of each trip depends on the distances between nodes and vehicle 
speed. Given the allowance for multi-day trips, lead time becomes crucial. This directly impacts decisions on 
the departure time from the plant, the arrival time at the customer, and the number of days vehicles are 
unavailable for other trips. 
The primary objective is to optimize supply chain operations by minimizing total costs related to production 
and distribution activities. This requires coordinated decision-making regarding plants, customers, and product 
distribution. For production plants, decisions must be made about the amount of product to manufacture, the 
plant's operating period, and the amount of product to store. In product distribution, it is essential to select the 
customers to visit each day. Customer-related decisions involve the scheduling of delivery days and the amount 
of product to be delivered to each customer. This decision depends on factors such as plant inventory levels, 
customer demand, truck availability, how customers are grouped for each trip and the order in which they are 
visited. The aim is to ensure that inventory levels remain within predetermined limits at the customer site. 
Figure 1 illustrates the problem's key characteristics: the daily production output from the plant, the quantity of 
product stored in dedicated tanks prior to being shipped to customers, the process of loading product onto trucks, 
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and its subsequent delivery to customers, which requires a specific lead time. Throughout these operations, the 
company actively monitors customer inventory levels to optimize production and shipment decisions. 
 

 
Figure 1. Problem description. 

 
3. Proposed approach 
In this work, a decomposition strategy for solving the PRP is presented. The scheme is based on an MILP model 
and a route-generating algorithm. This approach was specifically developed to overcome the exponential 
scalability limitations that MILP models encounter to deal with large-scale industrial applications. The 
magnitude of this challenge is evident when considering a case with 100 customers and a 30-day planning 
horizon. If routes can include up to 3 customers, the number of possible customer combinations alone yields 
166,750 potential routes. When these routes can be selected on any of the 30 days, the problem requires handling 
5,002,500 routing decisions, quickly becoming computationally intractable. 
The proposed approach involves three sequential steps (TSSA) to gradually identify, and improve feasible 
solutions with the objective of minimizing production and distribution costs. At each step, the procedure 
determines several key factors: a) the plants to operate in each time period, b) the amount of product to 
manufacture, c) the customers to be supplied per time period, d) the customers assigned to each trip, e) the 
sequence in which customers are visited, f) the routes assigned to trucks per time period, g) the amount of 
product delivered along the selected routes, and h) the amount of product received by each customer on the 
route. 
This section presents the assumptions considered in the problem. It also summarizes the main characteristics of 
the proposed MILP model and route generation algorithm.  For a more detailed explanation of the model and 
algorithm, please refer to Bonino et al.26 Finally, the TSSA strategy is introduced and explained in detail. 
 

3.1. Main assumptions and nomenclature 
The problem was modeled considering a planning horizon of several days for both production and distribution 
of gas. A daily limit on working hours (ℎ𝑑) was established, defining the maximum hours trucks can operate 
per day. Trips exceeding this limit are considered multiday trips. The duration of each trip is determined based 
on the distance between nodes, as well as the specific loading and unloading times (𝐿𝑜𝑎𝑑𝑖𝑛𝑔𝑇𝑖𝑚𝑒; 
𝑈𝑛𝑙𝑜𝑎𝑑𝑖𝑛𝑔𝑇𝑖𝑚𝑒) at the plant and customer locations. Trucks may complete multiple trips in a single day if the 
combined travel time of all trips does not exceed the daily limit. Once a truck begins a multiday trip, it remains 
unavailable until its returns to the plant. Upon returning, a truck can start a new trip if enough time remains in 
the day. Each plant has an associated fleet of trucks, all with the same capacity. Used routes are restricted to a 
maximum duration of days (𝑛𝑑) and can include up to a certain number of customers (𝑐𝑚𝑎𝑥). To ensure 
effective inventory management, lead time is considered during each customer visit. For every customer, it is 
assumed that the inventory at the end of the planning horizon can drop below 50% of the initial level, but it 
must always remain above the minimum reserve level. Customer demands can be fulfilled, either by product 
from company-owned plants at a given cost, or by external suppliers at a higher cost. Considering all customers 
in the network, the total final inventory must be greater than or equal to the total initial inventory. Each customer 
can receive a maximum number of visits per day (𝑚𝑣).   
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3.2. MILP Model 

The following provides an overview of the model used in the decomposition strategy and previously presented 
in Bonino et al.26 The formulation introduced in that work addresses the PRP for medium-scale cases. The 
mathematical approach was developed based on the previously described problem assumptions. In addition, 
this addresses the distribution part of the problem by mean of the explicit consideration of a predefined set of 
feasible routes. The model is structured into four blocks of equations: 

• Inventory constraints 
• Production and distribution constraints 
• Trucks and routes constraints 
• Terminal conditions and cost equations 

 
3.2.1. Inventory constraints 
In this block of equations, the inventory levels at the plants and customers are calculated. For a given time 
period, the inventory at the plants (𝐼𝑉𝑝!,#,$) is computed as the existing inventory plus the daily production 
(𝑄!,#,$), minus the quantity of product used to load the trucks (𝐿𝐷!,#,$). In the case of customers, the inventory 
(𝐼𝑉!,%,$) is determined by considering the inventory from the previous day, minus the quantity demanded, and 
adding the amount of product received through deliveries (𝐷𝐿!,%,$) or external purchases (𝑃𝐶!,%,$). 
This block also ensures that the inventory levels at plants and customers remain above a specified threshold at 
the end of the planning horizon. 
 
3.2.2. Production and distribution constraints 
The equations in this set determine the daily production quantity at each plant, the routes to be used each day, 
the customers to be visited, and the amount delivered to each of them. 
The daily production of plants depends on the plant storage capacities, current inventory levels, and the amount 
of product required to meet the daily customer demands. To decide which routes are to be used each day, the 
binary variable 𝐴!,#,&,$ is employed. This variable indicates whether route 𝑠, which departs from plant 𝑝 and 
transports product 𝑖, is used in period 𝑡. If this variable is activated for a given combination, the amount of 
product to be delivered to each customer included in the route must be determined. It is worth noting that each 
route has a minimum and maximum transport capacity. The minimum is determined by the sum of the minimum 
delivery amounts that must be ensured for each customer, while the maximum is set by the truck’s capacity. 
Four variables are used to ensure the balance between product dispatched from the plant and product delivered 
to customers: i) 𝐿𝐷!,#,$ indicates the amount of product 𝑖 leaving plant 𝑝 in period 𝑡, ii) 𝐷𝐿====!,#,&,$ represents the 
quantity of product 𝑖 that is dispatched from plant 𝑝 in period 𝑡 and assigned to route 𝑠, iii) 𝐷𝐿> !,#,&,%,$ denotes 
the quantity of product 𝑖 in period 𝑡 that each customer 𝑐, included in route 𝑠, receives, iv) 𝐷𝐿!,%,$ indicates the 
quantity of product 𝑖 received by customer 𝑐 in period 𝑡. To ensure accurate calculation of product deliveries 
to customers, the lead time is also considered in the model. 
 
3.2.3. Trucks and routes constraints 
Given that the formulation supports multi-day trips, the equations in this section determine the number of trucks 
available at the beginning of each day at the plants. To compute this number, the variable 𝑇𝑈!,#,$ is used, which 
indicates the number of trucks in transit at the start of day 𝑡. For each plant, this value is subtracted from the 
total number of trucks assigned to that plant. This ensures that trucks involved in multi-day trips become 
available again once the trip is completed. This section also includes constraints that allow a single vehicle to 
perform more than one trip per day, only if the total travel time of the assigned routes does not exceed the hour 
limit. Last, a restriction is imposed on the number of deliveries a customer can receive on the same day. 
 
3.2.4. Terminal conditions and cost equations 
Finally, in this section, terminal conditions are stated and the costs are calculated. Regarding the terminal 
conditions, it is required that the total final inventory of customers be greater than or equal to the total initial 
inventory. This constraint ensures for in the final time the activity level of the supply chain. The calculated 
costs are associated with production (𝐶𝑃𝑃!,#,$), distribution (𝐶𝑇𝑃!,#,$), and external purchases (𝑃𝐶𝐶!,%,$).  
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3.3. Route generation algorithm  
The route generation algorithm generates a set of feasible routes to be used in the MILP model. First, the routes 
are generated using known information such as vehicle speeds, distances between nodes (customers and plants), 
maximum allowed travel time, and maximum number of customers per route. The procedure begins generating 
all possible routes starting from each plant 𝑝 and including up to 𝑐𝑚𝑎𝑥! customers that consume the product 𝑖. 
To ensure feasibility, the total travel time for each route must not exceed the maximum allowable time, 
calculated as 𝑛𝑑 × ℎ𝑑. The total travel time is computed as the sum of travel times between nodes, along with 
the loading and unloading times at each node. For the generated routes, the algorithm determines the optimal 
sequence of customer visits. Subsequently, a route ranking is established for each customer 𝑐, identifying the 
best options for routes from direct deliveries to up to 𝑐𝑚𝑎𝑥!-customer routes for each plant.  
As output, the algorithm provides a list of feasible routes, with the following information specified for each 
route: a) the departure plant, b) customers included in the route, c) the day of arrival to the customers, d) the 
position of each customer in the visit sequence, e) total travel time, f) total distance traveled, g) cost, and h) the 
transported product.  
 

3.4. Solution strategy  
The main limitation of the mathematical formulation arises when addressing large-scale real-world problems. 
In such cases, the combinatorial complexity becomes significant, making it difficult to find high-quality 
solutions within reasonable CPU times. The strategy presented in this work aims to overcome these limitations. 
Through a series of steps, it facilitates the more efficient solution of large-scale problems. 
The strategy, called TSSA, is illustrated in Figure 2. TSSA involves three steps, solving different instances of 
the MILP model with distinct objective functions. The solution from each step is used as the starting point for 
the next step. In each step, different considerations are applied to manage the problem's scalability, thereby 
obtaining high-quality solutions in short CPU times. One key consideration is the number of routes included in 
the MILP model. To define the route set, the strategy uses the rank assigned by the route generation algorithm, 
along with parameters 𝑚, 𝑛, and 𝑜, which specify the maximum rank of routes considered in Steps 1, 2, and 3, 
respectively. Figure 2 outlines the principal decisions made at each step.  
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Figure 2. Solution strategy proposed  
 

3.4.1. Initialization 
In the initialization phase, all relevant data regarding customers, plants, and trips are loaded. During this phase, 
key parameters that directly influence route generation are specified: nd, hd, cmaxi, LoadingTime, 
UnloadingTime, m, n, o. Finally, the route generator algorithm is executed, generating all the possible routes to 
be considered in the model. 
 
3.4.2. Step 1 
 
 

Algorithm 1. Step 1 
1.	 𝒊𝒏𝒑𝒖𝒕: 𝑃𝑟𝑜𝑏𝑙𝑒𝑚	𝐷𝑎𝑡𝑎, 𝑅𝑜𝑢𝑡𝑒𝑠, 𝐶𝑃𝑈𝑇𝑖𝑚𝑒'$(#), 𝑚 

2.	 𝒐𝒖𝒕𝒑𝒖𝒕:𝑀𝐼𝐿𝑃	𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛	𝑤𝑖𝑡ℎ	𝑚𝑖𝑛𝑖𝑚𝑢𝑚	𝑝𝑢𝑟𝑐ℎ𝑎𝑠𝑒	 
3.	 𝒃𝒆𝒈𝒊𝒏 

4.	         𝐶𝐴!,$ = ∅ 

5.	         𝑆𝐴𝑆!,$ = ∅ 

6.	         𝒇𝒐𝒓	𝑖 ∈ 𝐼	𝒅𝒐 
7.	                 𝒇𝒐𝒓	𝑡 ∈ 𝑇, 𝑐 ∈ 𝐼𝐶! 	𝒅𝒐 

8.	                         𝑨𝒅𝒅	𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟	𝑐	𝑡𝑜	𝐶𝐴!,$ 
9.	                         𝒇𝒐𝒓	𝑠 ∈ 𝑆𝐶%	𝒅𝒐 

10.	                                 𝒊𝒇	𝑅𝑎𝑛𝑘&,% ≤ 	𝑚	𝒅𝒐 

11.	                                         𝑨𝒅𝒅	𝑟𝑜𝑢𝑡𝑒	𝑠	𝑡𝑜	𝑆𝐴𝑆!,$  

12.	         𝑺𝒆𝒕	𝑇𝑃	𝑎𝑠	𝑜𝑏𝑗𝑒𝑐𝑡𝑖𝑣𝑒	𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛 

13.	         𝑺𝒐𝒍𝒗𝒆	𝑀𝐼𝐿𝑃	𝒎𝒊𝒏𝒊𝒎𝒊𝒛𝒊𝒏𝒈	𝑇𝑃 
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Once all necessary information is loaded and the potential routes are generated, the process advances to Step 1. 
Algorithm 1 describes the initial stage. The procedure uses the previously loaded data to find optimal or high-
quality solutions in terms of minimizing the cost of external purchases required. In this case, the algorithm starts 
by forming the sets 𝐶𝐴!,$ and 𝑆𝐴𝑆!,$. For each product i, these sets include the customers that can be visited 
daily (𝐶𝐴!,$) and the routes available each day for each client (𝑆𝐴𝑆!,$). At this stage, all customers can be visited 
throughout the entire planning horizon, allowing the MILP model to determine the days for their visits.  
The number of routes to be selected is determined by the parameter 𝑚, defining a subset of the generated routes. 
The selection is made according to the ranking assigned to route 𝑠 of the customer c during the generation phase 
(𝑅𝑎𝑛𝑘&,%). As a result, m routes of customer c are added to the set 𝑆𝐴𝑆!,$, making it available for use on day 𝑡. 
Since customers can be visited on any day at this stage, the selected subset of routes is also used throughout the 
entire planning horizon. 
To illustrate how the sets 𝐶𝐴!,$ and 𝑆𝐴𝑆!,$ are formed, an example with six customers (A, B, C, D, E, F), one 
plant, and routes up to three customer is presented. As depicted in Figure 3, a 5-day planning horizon is 
considered in this case, and the six customers can be visited on any day.  
 
 

 
Figure 3. Days when clients can be visited for deliveries in Step 1. 

 
Regarding the route selection procedure, if all customers are allowed to be combined with each other to define 
routes, 6 direct shipment routes (DSRs), 15 two-customer routes (2CRs), and 20 three-customer routes (3CRs) 
are generated. For each customer, one DSR, five 2CRs, and ten 3CRs are created. It should be noted that the 
sequence of customer visits within each route is optimally determined by the route generator algorithm. In 
Figure 4, all possible routes involving customer A are shown, along with their rankings within their respective 
route types (DSR, 2CR, and 3CR). If, for example, the value of m is set to 3, it implies that the top three routes 
of each type (DSR, 2CR, and 3CR) will be selected. As shown in Figure 4, the routes available for customer A 
include R1 to R4, and R7 to R9. The same selection process applies to the remaining customers. 
 
 
 

 
Figure 4. Routes selected for Step 1. 
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Finally, in lines 12 and 13 of Algorithm 1, the MILP model including constraints in section 3.2.1. to 3.2.4. is 
solved with the objective of minimizing the cost of purchasing from external sources (see Eq. 1). Since 
purchases of products to third parties are undesirable, this step focuses on identifying feasible solutions using a 
constrained set of possible routes to limit the model size. For each customer, an upper purchase limit is 
established, corresponding to their total demand over the time period. To limit the total CPU time of the solution 
strategy, a time limit (𝐶𝑃𝑈𝑇𝑖𝑚𝑒'$(#)) is imposed for solving the MILP model and the best solution found is 
stored.  
 

𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑒	𝑇𝑃	 = 	d 𝑃𝐶𝐶$
$	∈	,

 (1) 

 
3.4.3. Step 2 
 
 

Algorithm 2. Step 2 
1.	 𝒊𝒏𝒑𝒖𝒕: 𝑃𝑟𝑜𝑏𝑙𝑒𝑚	𝐷𝑎𝑡𝑎, 𝑅𝑜𝑢𝑡𝑒𝑠, 𝐶𝑃𝑈𝑇𝑖𝑚𝑒'$(#-, 𝑛, 𝑆𝑡𝑒𝑝1	𝑆𝑜𝑙𝑢𝑡𝑖𝑜𝑛	 
2.	 𝒐𝒖𝒕𝒑𝒖𝒕:𝑀𝐼𝐿𝑃	𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛	𝑤𝑖𝑡ℎ	𝑚𝑖𝑛𝑖𝑚𝑢𝑚	𝑐𝑜𝑠𝑡	 
3. 𝒃𝒆𝒈𝒊𝒏 

4.         𝐶𝐴!,$ = ∅ 

5.         𝑆𝐴𝑆!,$ = ∅ 

6.         𝒇𝒐𝒓	𝑖 ∈ 𝐼	𝒅𝒐 
7.                 𝒇𝒐𝒓	𝑡 ∈ 𝑇, 𝑐 ∈ 𝐼𝐶! 	𝒅𝒐 

8.                         𝑨𝒅𝒅	𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟	𝑐	𝑡𝑜	𝐶𝐴!,$		 
9.                         𝒇𝒐𝒓	𝑠 ∈ 𝑆𝐶%	𝒅𝒐 

10.                                 𝒊𝒇	𝑅𝑎𝑛𝑘&,% ≤ 	𝑛	𝒅𝒐 

11.                                         𝑨𝒅𝒅	𝑟𝑜𝑢𝑡𝑒	𝑠	𝑡𝑜	𝑆𝐴𝑆!,$	 
12.                 𝒇𝒐𝒓	𝑐 ∈ 𝐼𝐶! 	𝒅𝒐 

13.                         𝑃𝐶𝑇!,% ≤ 𝑃𝐶𝑇!,%
'$(#)

 

14.	         𝑺𝒆𝒕	𝑇𝐶	𝑎𝑠	𝑜𝑏𝑗𝑒𝑐𝑡𝑖𝑣𝑒	𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛 

15.	         𝑰𝒏𝒊𝒕𝒊𝒂𝒍𝒊𝒛𝒆	𝑀𝐼𝐿𝑃	𝑤𝑖𝑡ℎ	𝑆𝑡𝑒𝑝1	𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 

16.	         𝑺𝒐𝒍𝒗𝒆	𝑀𝐼𝐿𝑃	𝒎𝒊𝒏𝒊𝒎𝒊𝒛𝒊𝒏𝒈	𝑇𝐶 

 
 
Algorithm 2 presents the procedure followed in Step 2. The inputs of the algorithm are similar to those in 
Algorithm 1, with the main difference being that the solution form Step 1 is now available. The output of this 
procedure is a solution that minimizes the total cost of the problem. Lines 4 to 11 are identical to those used in 
Algorithm 1. This is because, in this phase, customers are again allowed to be visited on any day (lines 6–8), 
and for each of those customers, the top 𝑛 routes are added to the set 𝑆𝐴𝑆!,$ (lines 9–11). Considering the 
example introduced previously and expanding on the concept shown in Figure 4, if n is set to 4, the routes 
available to Customer A in Step 2 will include the same set as in Step 1, with the addition of routes R5 and R10.  
A unique feature of this stage is that the solution of Step1 is used to impose constraints on the quantity of 
product that can be purchased externally. This condition is taken into account in lines 12 and 13, where the 
variable representing the quantity of product to purchase in Step 2 (𝑃𝐶𝑇!,%) must be less than or equal to the 
corresponding value obtained in Step 1 (𝑃𝐶𝑇!,%

'$(#)). Figure 5 illustrates this concept through the example of a 
customer with a defined demand over the planning horizon. In Step 1, the upper bound on external purchases 
is set equal to the total demand, while the lower bound is zero. If external purchases are required in Step 1 to 
satisfy the customer’s demand, the amount purchased becomes the new upper bound for Step 2. Otherwise, if 
no external purchases are required for a customer in Step 1, both the upper and lower bounds of the purchase 
variable are fixed at zero in the subsequent steps of the procedure. 



10 
 

 
Figure 5. Upper and lower bounds. 

 
Finally, lines 14 to 16 define the objective function, providing the Step 1 solution as the MILP model's initial 
point, and then solving the model. It is important to note that a key aspect of this stage is that the MILP model 
is solved with the objective of minimizing the total operating costs, including production, transportation, and 
purchasing (see Eq. 2). It worth remembering that the MILP model includes constraints described in sections 
3.2.1. to 3.2.4., and upper and lower bounds in purchase variables are considered. 
 

𝑚𝑖𝑛𝑖𝑚𝑖𝑧𝑒	𝑇𝐶	 = d 𝐶𝑃𝑃!,#,$ + 	𝐶𝑇𝑃!,#,$ + 𝐶𝑇𝑃𝑝!,#,$
∀!∈/,∀#∈/0!

$	∈	,

+	d 𝑃𝐶𝐶$
$	∈	,

	 
(2) 

The goal of this step is to enhance the previously obtained solution by optimizing resource utilization. The 
MILP model is solved within a predefined time limit (𝐶𝑃𝑈𝑇𝑖𝑚𝑒'$(#-), and the resulting solution is used as the 
starting point for Step 3. 
 
3.4.4. Step 3 
 
 

Algorithm 3. Step 3 
1.	 𝒊𝒏𝒑𝒖𝒕: 𝑃𝑟𝑜𝑏𝑙𝑒𝑚	𝐷𝑎𝑡𝑎, 𝑅𝑜𝑢𝑡𝑒𝑠, 𝐶𝑃𝑈𝑇𝑖𝑚𝑒'$(#1, 𝑜, 𝑤𝑑, 𝑆𝑡𝑒𝑝2	𝑆𝑜𝑙𝑢𝑡𝑖𝑜𝑛	 
2.	 𝒐𝒖𝒕𝒑𝒖𝒕:𝑀𝐼𝐿𝑃	𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛	𝑤𝑖𝑡ℎ	𝑚𝑖𝑛𝑖𝑚𝑢𝑚	𝑐𝑜𝑠𝑡	 
3. 𝒃𝒆𝒈𝒊𝒏 

4.         𝐶𝐴!,$ = ∅ 

5.         𝑆𝐴𝑆!,$ = ∅ 

6.         𝒇𝒐𝒓	𝑖 ∈ 𝐼	𝒅𝒐 
7.                 𝒇𝒐𝒓	𝑝 ∈ 𝐼𝑃! , 𝑠 ∈ 𝑆𝐼! 	⋀		𝑆𝑃#, 𝑡 ∈ 𝑇	𝒅𝒐 

8.                         𝒊𝒇	𝐴!,#,&,$
'$(#- = 1	𝒅𝒐 

9.                                 𝑨𝒅𝒅	𝑟𝑜𝑢𝑡𝑒	𝑠	𝑡𝑜	𝑆𝐴𝑆$  

10.                                 𝒇𝒐𝒓	𝑐 ∈ 𝐼𝐶!⋀𝑆𝐶%	𝒅𝒐 

11.                                         𝑨𝒅𝒅	𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟	𝑐	𝑡𝑜	𝐶𝐴!,$	 
12.                 𝐶𝐴!,$234 = 𝐶𝐴!,$	 
13.                 𝒇𝒐𝒓	𝑐 ∈ 𝐼𝐶! 	𝒅𝒐 

14.                         𝑃𝐶𝑇!,% ≤ 𝑃𝐶𝑇!,%
'$(#-

 

15.                         𝒊𝒇	𝑃𝐶𝑇!,%
'$(#- > 0	𝒅𝒐 

16.                                 𝒇𝒐𝒓	𝑡 ∈ 𝑇	𝒅𝒐 

17.	                                         𝑨𝒅𝒅	𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟	𝑐	𝑡𝑜	𝐶𝐴!,$	 
18.	                 𝒇𝒐𝒓	𝑡 ∈ 𝑇, 𝑐 ∈ 𝐼𝐶! 	⋀	𝐶𝐴!,$234	𝒅𝒐 

19.	                         𝒇𝒐𝒓	𝑡5 ∈ 𝑇: 𝑡 − 𝑤𝑑 ≤ 𝑡5 ≤ 𝑡 + 𝑤𝑑	𝒅𝒐 

20.	                                 𝑨𝒅𝒅	𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟	𝑐	𝑡𝑜	𝐶𝐴!,$" 	 
21.	                 𝒇𝒐𝒓	𝑠 ∈ 𝑆𝐼! , 𝑡 ∈ 𝑇	𝒅𝒐 

22.	                         𝑠𝑡𝑎𝑡𝑢𝑠 = 𝐶ℎ𝑒𝑐𝑘𝐶𝑢𝑠𝑡𝑜𝑚𝑒𝑟𝑠(𝑠, 𝑡) 

23.	                         𝒊𝒇	𝑠𝑡𝑎𝑡𝑢𝑠 = 𝑇𝑟𝑢𝑒	𝒕𝒉𝒆𝒏 

!"#$B& !"#$B'

()B!"#$B&
*+",-B.#L,0.

1)B
2#3+B$435S,T#

()B!"#$B'B
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24.	                                 𝒊𝒇	min𝑅𝑎𝑛𝑘&,% ≤ 𝑜 

25.	                                         𝑨𝒅𝒅	𝑟𝑜𝑢𝑡𝑒	𝑠	𝑖𝑛	𝑆𝐴𝑆$𝑜𝑛	𝑑𝑎𝑦	𝑡 

26.	         𝑺𝒆𝒕	𝑇𝐶	𝑎𝑠	𝑜𝑏𝑗𝑒𝑐𝑡𝑖𝑣𝑒	𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛 

27.	         𝑰𝒏𝒊𝒕𝒊𝒂𝒍𝒊𝒛𝒆	𝑀𝐼𝐿𝑃	𝑤𝑖𝑡ℎ	𝑆𝑡𝑒𝑝2	𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 

28.	         𝑺𝒐𝒍𝒗𝒆	𝑀𝐼𝐿𝑃	𝒎𝒊𝒏𝒊𝒎𝒊𝒛𝒊𝒏𝒈	𝑇𝐶 

 
This phase focuses on refining the previously obtained solution to identify improved alternatives that reduce 
operating costs. Algorithm 3 describes the process followed in Step 3 to achieve this objective. The procedure 
begins by loading all the information related to the problem, the solution obtained in Step 2, and the parameters 
that determines the number of routes considered by customers (𝑜) and the time window for customer visits 
(𝑤𝑑). As before, lines 4 and 5 initialize the sets 𝐶𝐴!,$ and 𝑆𝐴𝑆!,$ as empty. In this step, the routes selected in 
the best solution obtained in the previous step are considered, and made available only on the days they were 
used. This is implemented in lines 6 to 9, by means of the parameter 𝐴𝑖,𝑝,𝑠,𝑡

𝑆𝑡𝑒𝑝2 that indicates if the route 𝑠 was used 

in the best solution obtained in Step 2 to transport product i from plant p at day t. Thus, if 𝐴𝑖,𝑝,𝑠,𝑡
𝑆𝑡𝑒𝑝2 equals 1, the 

route 𝑠 is added to set 𝑆𝐴𝑆!,$. Subsequently, knowing the days on which the routes were utilized, the customers 
visited on those routes are also added to the set 𝐶𝐴!,$, where 𝑡 corresponds to the day on which the route 𝑠 can 
be used (lines 10 and 11). In lines 13 and 14 of the procedure, the limits for the product purchase amount 
variables of Step 3 (𝑃𝐶𝑇!,%) are updated according with the values obtained in Step 2 (𝑃𝐶𝑇!,%

'$(#-).  
It is important to note that the described procedure until now adds only a few elements to 𝐶𝐴!,$, and 𝑆𝐴𝑆!,$. But, 
to obtain better solutions than those from earlier steps, this phase introduces additional available routes, and 
carefully select the customer visit days. Thus, now it is possible to select up to the top o routes from the ranking, 
with o > n. Nevertheless, to keep the model size manageable, routes are not accessible throughout the entire 
planning horizon. Instead, their availability depends on which customers can be visited each specific day. The 
criteria for determining eligible days for customer visits are the following:  

a. Customers still requiring external purchases after Step 2 can be visited daily. 
b. The remaining customers, those whose demand is fully met by plant deliveries, can be visited on the 

days they were visited in the best solution found in the Step 2, and wd days before and after those days. 
 

In the algorithm, lines 15 to 25 describe the procedures for both determining when customers can be visited 
(based on criteria in points “a” and “b”) and establishing the available routes for each day t. In lines 15 to 17, 
customers requiring external purchases in Step 2 (i.e., 𝑃𝐶𝑇!,%

'$(#- 	> 	0) are added to the set 𝐶𝐴!,$ for all t, in an 
effort to avoid such purchases when solving Step 3. In lines 18 to 20, customers initially added (stored in the 
auxiliary set 𝐶𝐴!,$234 in line 12) are appended to set 𝐶𝐴!,$, wd days before and after day t. 
Finally, lines 21 to 25 add the possible routes to be used on each day 𝑡. Since most customers 𝑐 ∈ 	𝐶𝐴!,$ can be 
visited only on some specific days, the number of available routes each day is smaller than when all clients can 
be visited daily. The procedure 𝐶ℎ𝑒𝑐𝑘𝐶𝑢𝑠𝑡𝑜𝑚𝑒𝑟𝑠(𝑠, 𝑡), in line 22, verifies if all customers included in route 𝑠 
are in the set 𝐶𝐴!,$	on day 𝑡. If they are, in line 24 the algorithm calculates the minimum ranking value that 
route 𝑠 takes across all the customers included in it. If the minimum rank of route 𝑠 is below the parameter 𝑜, 
the route is included on 𝑆𝐴𝑆!,$ on day 𝑡. 
To provide a more detailed explanation of point “a”, Figure 6 is presented. Using the example of six customers 
previously introduced, and assuming that Customer B requires an external purchase on a specific day in the 
solution from the previous step, the client can be visited any day of the planning horizon. 
 

 
Figure 6. Activation of customers requiring purchases. 

 

!
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Figure 7 illustrates the concept described in point “b”. In this example, Customers C and F are visited together 
on a route on day 2, while Customers A and D are visited on day 4. It is considered that the parameter 𝑤𝑑 takes 
the value 1. Since it is assumed that none of these customers required external purchases, they remain available 
for being visited in Step 3 on their original visit days, as well as within a time window of ±1 day. The figure 
also shows the availability of these customers across different days. 
 

 
Figure 7. Customers available using the wd-day window 

 
Figure 8 consolidates information from Figures 6 and 7, showing the daily availability of customers for visits. 
This includes customers visited through assigned routes, as well as those requiring purchases (like Customer 
B) who can be visited every day. 

 
Figure 8. Customers available on each day of the planning horizon 

 
If the parameter o is set to 10, the routes available for Customer A (see Figure 4) according with the days that 
the customer can be visited (as shown in Figure 8) are: 

• Day 3: R1, R2, R3, R4, R6, R7, R8, R10, R11, R13, R15 
• Day 4: R1, R2, R4, R8 
• Day 5: R1, R2, R4, R8 

In this particular case, the direct shipment route from the plant to Customer A is allowed, as well as up to the 
top 10 2CRs and 3CRs routes, if all included customers are enabled for visits on the same day. 
As shown, no routes are available for Customer A on days 1 and 2 because the customer cannot be visited on 
those days. On day 3, all routes are available for Customer A, except those shared with Customer E. On days 4 
and 5, routes involving Customer A and Customers C, E, and F are unavailable because Customers C, D and F 
cannot be visited on those days. 
Finally, after determining all possible routes, identifying the customers that can be visited each day, and using 
the Step 2 solution as initial point, the MILP model is solved by minimizing the objective function defined in 
Eq. (2) (lines 26 to 28). A time limit (𝐶𝑃𝑈𝑇𝑖𝑚𝑒'$(#1) is imposed for solving the MILP model. The solution 
obtained at this stage represents the final outcome of the procedure. 

 

4. Computational studies  
This section presents the performance of the proposed solution strategy through an illustrative example and an 
industrial case study. In the first case, the solutions obtained after applying the strategy are shown to be efficient 
and close to the optimal solution. In the industrial case study, the advantages of using the strategy for more 
complex problems are also highlighted. Both case studies were provided by Linde PLC, and some information 
cannot be disclosed for confidentiality reasons. The solution strategy was implemented in GAMS 32.0. The 
model was solved using GUROBI 10.0.0 on a desktop computer with a 2.80GHz Intel(R) Core(TM) i9-10900F 
processor and 16 GB RAM running on Windows 10.  
It is important to note that all the data presented in this section, representing production levels, product storage, 
customers demand, are expressed in truck unit capacities (TUC). Thus, if a plant produces 1 unit per day, it 
means that the plant produces the quantity of product necessary to complete the capacity of one truck.  
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4.1. Illustrative example  
The example focuses on the production and distribution of a single product manufactured in two plants (P1 and 
P2). Demand for this product comes from 22 customers over a seven-day horizon. Distribution is managed by 
a fleet of three trucks, one of which is assigned to plant P2 and the other two to P1. A 12-hour working day is 
assumed, and the maximum trip duration is limited to 48 hours (equivalent to four working days). An illustration 
showing the locations of the customers and plants is provided as Supporting Information (see Figure SI.1 in 
Section B). 
Over the seven-day planning horizon, a total of 21.10 TUC of product must be delivered. It is known that the 
plants have sufficient production capacity to meet this demand. For each customer, the maximum and minimum 
inventory levels are defined by their tank capacities and required reserve inventory levels. Additionally, 
information on the initial inventory levels of the considered customers is available. 
Before the routes are generated for this example, the values of the parameters 𝑚, 𝑛, and 𝑜 are defined. These 
parameters specify the number of routes to be considered for each customer at each step of the solution strategy. 
In this case, 𝑚 and 𝑛 are assigned a value of 3, while 𝑜 is assigned a value of 10. Consequently, in steps 1 and 
2, the top three routes for each customer are considered, whereas in step 3, up to the top ten routes may be 
selected. 
The route generator algorithm is executed under the assumption that routes may include up to three customers 
with a maximum total travel time of 48 hours per route. A loading time of one hour at the plant and an unloading 
time of two hours at each customer location must be accounted for when the route duration is calculated. 
Following the selection of the top 𝑜 routes, a total of 151 routes are available to be used in this example. 
To demonstrate the performance of the proposed strategy, the solutions obtained through the TSSA are 
compared with those obtained by running the model in a monolithic manner. Since the procedure considers a 
varying number of routes depending on the step, the monolithic model is executed under two instances. In the 
first instance (called MM_I1), the top 3 routes (87 routes) are considered, while in the second (called MM_I2), 
the top 10 routes (151 routes) are used. It is important to note that when the model is run monolithically, the 
selected routes may be assigned to any day within the planning horizon. 
In this example, CPU time limits of 24 hours are set to the monolithic model, while each step of the proposed 
solution strategy is allowed to run for one minute. 
To facilitate the comparison, the performance of the mathematical formulation is first presented when solved 
monolithically, followed by the results obtained through the application of the proposed solution strategy. In 
Table 1, the resulting model sizes for both instances are shown, along with the number of available routes for 
selection. As can be observed, the number of routes has a direct impact on the resulting model size. Table 1 
also displays the values obtained for the objective function, along with the corresponding GAP and processing 
time. It is important to note that the objective function minimized in the monolithic model is defined in Equation 
2. As shown, Instance MM_I2 achieves a better solution than the Instance MM_I1 when more routes are 
allowed, improving the objective value by 0.92%. An important aspect is that MM_I1 reaches an optimal 
solution (0.00% GAP) in only 125 seconds, whereas MM_I2 yields a solution with a 0.61% GAP after the full 
24 hours of processing time (86,445.3 seconds). This illustrates how the model becomes significantly more 
complex as the problem size increases, highlighting the need for efficient solution strategies, especially for 
large-scale industrial cases. 
 

Table 1. Model sizes and performance of the monolithic model for each instance. 

Instance 
Model Size Number of 

Possible Routes 
Total Cost  

[$] 
GAP 
[%] 

CPU Time 
[s] Equations Continuous 

Variables 
Discrete 

Variables 
MM_I1 6,923 2,346 807 87 53,695.70 0.00 125.00 
MM_I2 12,215 3,781 1,255 151 53,200.98 0.61 86,445.30 

 
 
The solution to the illustrative example using the MILP model with the proposed decomposition approach is 
presented below. As previously described, the procedure is divided into three steps, in which specific criteria 
are applied to keep the model sizes manageable. To address scalability, the parameters 𝑚, 𝑛, and 𝑜 are defined 



14 
 

to limit the number of routes available to the model at each step. In this example, 𝑚 and 𝑛 are set to 3, while 𝑜 
is set to 10. Table 2 displays the resulting model sizes, the maximum number of routes allowed, and the model 
performance at each step. 
It is important to note that in Step 1, the top 3 routes per customer are considered, but only direct shipments and 
two-customer routes are enabled. In Step 2, the same top routes are allowed, but now including options with up 
to three customers, which explains the difference in the number of routes between Step 1 and Step 2. In Step 3, 
up to the top 10 routes per day can be selected, depending on the customers enabled for each day. 
In Steps 1 and 2, the 22 customers and the available routes are considered active in the model across all days of 
the planning horizon. In contrast, in Step 3, the active routes and customers vary from day to day. This variation 
is reflected by the slightly smaller model size observed in Step 3 compared to Step 2. In the Supporting 
Information, this behavior is illustrated in more detail in the Figure SI.2 of the Section B. It is worth noting that 
although up to 151 routes are allowed in Step 3, the maximum number of routes activated on a single day is 
107, since not all customers are active every day. 
Regarding the performance, Table 2 displays the objective values obtained, the corresponding optimality GAPs 
and computational times for each step. It should be recalled that Step 1 optimizes the objective function defined 
in Equation 1, whereas Steps 2 and 3 aim to minimize the expression provided in Equation 2. A time limit of 
60 seconds was imposed for each step. As shown in Table 2, all steps were solved to optimality GAP (0.00%) 
within just a few seconds, with a total of 82.61 seconds required to complete the entire procedure. 
In Step 1, a solution was quickly identified in which all product demands are met through the plants. As a result, 
the objective function value is zero, since no external purchases are required. In Steps 2 and 3, the model seeks 
to minimize the total supply chain cost by giving the option of using new routes. 
Notably, the solution found in Step 2 matches the one of the instance MM_I1, where up to the top 3 routes were 
considered. However, the procedure requires significantly less time, 24.30 seconds compared to 125 seconds. 
Step 3 achieves optimality in 58.31 seconds, and the solution obtained is reported as the final output of the 
procedure. When compared with the instance MM_I2, the objective value obtained through the procedure is 
only 0.01% higher (53,207.12 vs. 53,200.98). 
The main advantage of the proposed TSSA procedure lies in its computational efficiency, as it provides a near-
optimal solution in only 82.61 seconds. The solution obtained by the proposed method was improved in MM_I2 
after 5,182 seconds, when a solution with a total cost of $53,200.98 (with an optimality GAP of 0.78%) was 
found. That solution was the one reported after the full 24-hour processing time. In that instance, after the 
solution was found, 81,218 seconds were spent only to reduce the final GAP to 0.61%. This highlights the 
effectiveness of the proposed strategy in achieving high-quality solutions with minimal computational effort, 
an especially valuable feature when addressing more complex, large-scale problems. 
 

Table 2. Model sizes and performance of each step of the TSSA. 

Step 
Model Size Number of 

Possible Routes 
Total Cost  

[$] 
GAP 
[%] 

CPU Time 
[s] Equations Continuous 

Variables 
Discrete 

Variables 
1 5,768 2,038 730 76 0.00 0.00 1.25 
2 6,923 2,346 807 87 53,695.70 0.00 23.05 
3 6,517 2,242 741 151 53,207.12 0.00 58.31 

 
 
Tables 3 and 4 present a comparative analysis of important aspects of the solutions obtained through MM_I2 
and the proposed procedure. Table 3 summarizes the overall cost structure, the total amount of product 
delivered, the number of trips and customer visits, and the total distance traveled in each case. As shown, the 
total cost comprises production and distribution. Since both solutions fulfill the complete demand using the two 
plants, the production costs remain identical. However, the distribution cost is slightly higher in the solution 
obtained with the proposed TSSA procedure, resulting in a 0.01% increase in the total cost compared to the 
instance MM_I2. This difference is attributed to a longer total distance traveled: 6,241.58 km in the procedural 
solution versus 6,239.95 km in MM_I2. This difference of 1.63 km is the reason why the solution of the 
procedure has a higher objective value. Regarding the number of trips and visits, both solutions are similar. 
MM_I2 makes 23 trips and 34 visits to customers, while the procedural solution requires 22 trips and 36 visits 
to meet the demands. 
 

Table 3. Comparison of solutions for MM_I2 and TSSA. 
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 MM_I2 TSSA 
Total Cost [$] 53,200.98 53,207.12 
Production Cost [$] 29,535.93 29,535.93 
Transportation Cost [$] 23,665.05 23,671.19 
Product delivered [TUC] 21.10 21.10 
Product not delivered [TUC] 0.00 0.00 
Number of trips 23 22 
Number of visits 34 36 
Distance [km] 6,239.95 6,241.58 

 
Table 4 shows the operational characteristics of the solutions obtained in each case. For each plant, the number 
of trips and customer visits, the average truck utilization per trip, and the total travel distance are shown. It is 
worth to note that P1 has available two trucks and P2 has one truck.  
Analyzing the number of trips per plant, it can be observed that Plant P2 performs the same number of trips in 
both solutions, while Plant P1 completes one less trip in the solution obtained through the procedure. Regarding 
the number of visits, both plants make one additional stop in the procedural solution compared to MM_I2. 
Specifically, in MM_I2, P1 executes a route that includes customers C3 and C7. In the procedural solution, this 
route is not utilized; instead, customer C7 is added to a different route from P1, while customer C3 is reassigned 
to P2 and incorporated into one of its existing routes. As a result, P2 carries out one more visit in the procedural 
solution, and this customer reallocation explains the small increase in the total distance traveled. The additional 
visit made by P1 in the procedural solution is attributed to customers C6 and C8 being visited one more day 
than in MM_I2, along with the removal of C3 from the visits schedule of P1. The increase in visits to C6 and 
C8 is due to the fact that since they are not activated in the whole horizon, the model decided to make an extra 
visit to satisfy their demands. 
In terms of average capacity utilization, both solutions are highly efficient. All trucks departing from Plant 2 
operate at full capacity (100%). For Plant 1, the average utilization is around 89% in MM_I2 and 94% in step 
3 of the procedure. 
 

Table 4. Comparison of plant solutions between MM_I2 and TSSA procedure. 
  Plant 1  Plant 2 

 MM_I2 TSSA  MM_I2 TSSA 
Number of Trips  17 16  6 6 
Number of Visits  27 28  7 8 
Capacity Utilization [%]  88.81% 94.36%  100.00% 100.00% 
Distance [km]  5,856.05 5,527.95  383.90 713.63 

 
Despite minor differences, the two solutions can be considered practically equivalent. This demonstrates that 
the proposed procedure is effective in identifying optimal or near-optimal solutions within a short time and with 
minimal computational effort, while preserving the scalability of the resulting models. This advantage becomes 
even more significant when addressing real-world industrial cases. 
 
 

4.2. Industrial case study  
To evaluate the performance of the proposed methodology in real-world applications, an industrial gas 
distribution case from a North American region is addressed. As previously mentioned, the data was provided 
by Linde PLC; however, certain information cannot be disclosed due to confidentiality reasons. The case study 
involves two production plants capable of producing two types of products (LO₂: liquid oxygen and LN₂: liquid 
nitrogen) to supply 289 customers with approximately 1,100 deliveries over a 31-day planning horizon, using 
a fleet of 22 vehicles.  
Among the total number of customers, 154 require LN₂, accounting for 408.78 TUC/month, while the remaining 
135 customers demand LO₂, requiring a total of 153.30 TUC/month. For each customer, the maximum and 
minimum inventory constraints, initial inventory level, and daily demand are known. Due to the varying 
characteristics of the customers, some require multiple visits per month to satisfy their demand, while others 
need only a single visit. The monthly demand varies significantly across customers, ranging from a maximum 
of 30.78 TUC to a minimum of 0.03 TUC (equivalent to 3% of a truck's capacity). Plant P1 has a daily 
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production capacity of 9.75 TUCs of LN₂ and 6.78 TUCs of LO₂. Plant P2 has a daily production capacity of 
5.71 TUCs for each product. Production and transportation costs are assumed to be equal for both plants, while 
the purchase cost is considered as a multiple of the highest production cost. The fleet consists of homogeneous 
trucks, each capable of transporting only one product at a time. Each plant operates with five trucks dedicated 
to LO₂ and six to LN₂. 
Geographically, P1 and P2 are situated approximately two hours apart. Most customers are located near the 
plants. From P1, 90% of customers are within a six-hour radius, while the remaining 10% fall within a 6–12 
hour range. Similarly, from P2, 87% of customers are within six hours, 10% between 6 and 12 hours, and the 
remaining 3% are more than 12 hours away. 
Each working day is defined as having 12 hours. Any route exceeding this limit is considered a multi-day trip, 
with a maximum allowable duration of four days (48 hours). Routes may include up to three customer stops, 
and must not exceed the 48-hour time limit. The duration of each route is calculated by summing the travel 
times between nodes and adding the required loading and unloading times at the plant and customer sites. 
To maintain the model’s tractability, only the top ten routes from the available plants are considered for each 
customer. Including all potential routes would result in 2,369,066 possibilities for LN₂ and 1,686,842 for LO₂ 
for every day of the time horizon, making the model computationally intractable. By applying the top-10 route 
filter, the number of considered routes is reduced to 5,466 for LN₂ and 4,959 for LO₂.  
To demonstrate the effectiveness of the proposed strategy, the case study was solved using the TSSA procedure, 
and compared with the results obtained by solving the MILP model monolithically under two instances: 
considering the Top 3 (Instance 1: MM_I1) and Top 10 routes (Instance 2: MM_I2) per customer. In the TSSA 
approach, the route selection parameters were set as follows: both 𝑚 and 𝑛 were defined as 3, while 𝑜 was set 
to 10. As in the illustrative example, Steps 1 and 2 of the TSSA procedure consider only the top three routes 
per customer (Step 1 includes direct shipments and two-customer routes), while Step 3 expands the selection to 
include up to the top ten routes per customer. 
The CPU time limits assigned to each step of the TSSA procedure are as follows: 900 seconds for Step 1, and 
1,800 seconds for both Step 2 and Step 3. For comparison purposes, MM_I1 and MM_I2 were evaluated under 
three different CPU time limits: a) 5,400, b) 10,800, and c) 36,000 seconds. Since the production of LN₂ and 
LO₂ is assumed to be independent in this study, and each plant operates with separate fleets for each product, 
the production and distribution problems for LN₂ and LO₂ are solved separately. 
Table 5 displays the statistics of the resulting models, and the number of available routes in instances MM_I1, 
MM_I2, and TSSA. As can be observed, in all cases, the model sizes increase as more possible routes are 
allowed. Allowing more routes can offer greater flexibility to the model in finding better solutions; however, 
excessive flexibility can be counterproductive, leading to highly complex models that are difficult to solve. 
When comparing the models from MM_I1 and MM_I2, it can be seen that the model sizes in MM_I1 for both 
products are approximately three times smaller than those in MM_I2. This is because MM_I2 considers 
approximately 3,000 additional routes. 
In the case of the TSSA procedure, the model size increases from Step 1 to Step 2. Although both steps consider 
the Top 3 routes for each customer, Step 1 includes only routes with one or two customers, whereas Step 2 also 
includes routes with three customers. This explains the increase in the number of routes between these steps. 
An important point to highlight is that Step 2 of the TSSA procedure results in a model size equivalent to that 
of instance MM_I1, as the same set of routes is considered in both cases. 
The model size in Step 3 of TSSA depends strongly on the solution obtained in Step 2. Based on that solution, 
the model determines which customers are active each day and what routes are available. For both products, 
the maximum number of possible routes in Step 3 matches the ones of MM_I2, but only in the extreme case 
where all customers are enabled to receive deliveries on the same day. 
In the LO₂ solution, the maximum number of routes enabled on a single day is 731, with an average of 270 
possible routes per day. As a result, the final model size in Step 3 is smaller than those of Steps 1 and 2. For 
LN₂, the maximum number of possible routes in a single day is 2,291, with an average of 1,680 routes per day. 
This increase is explained by the fact that, in the Step 2 solution, 34 customers require external purchases. In 
Step 3, these customers are enabled to receive deliveries every day. When combined with other customers 
activated within a ±1-day delivery window, this significantly increases the number of available customers (and 
thus routes) per day. For this reason, the model size in Step 3 was between those of Steps 1 and 2. 
 

Table 5. Statistics of the resulting models for each instance. 
Product Instances Model Size Number of  
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Equations Continuous 
Variables 

Discrete 
Variables 

Possible Routes 

LO2 

MM_I1 646,565 185,412 56,442 1,677 
MM_I2 1,854,230 510,664 149,783 4,959 

TSSA 
1. 339,200 103,448 35,951 1,016 
2. 646,565 185,412 56,442 1,677 
3. 116,779 42,893 12,996 Up to 4,959 

LN2 

MM_I1 744,955 213,405 64,819 1,927 
MM_I2 2,136,270 588,040 172,048 5,466 

TSSA 
1. 384,115 117,181 40,763 1,151 
2. 744,955 213,405 64,819 1,927 
3. 547,227 160,541 49,067 Up to 5,466 

In TSSA, rows 1, 2, and 3 correspond to Steps 1, 2, and 3, respectively. 
 
Table 6 presents the computational performance of the MILP model across each of the instances discussed. 
Processing times, GAP percentages, and objective values are compared. For CPU time, instances MM_I1 and 
MM_I2 are evaluated under different time limits (1.5, 3, and 10 hours). For the TSSA procedure, the reported 
time corresponds to the total time required across its three steps. As can be observed, for both products, MM_I2 
shows the highest GAP percentages and objective values when compared to MM_I1 and TSSA. This is due to 
the increased model complexity caused by allowing a larger number of routes, which makes it harder to find 
good solutions.  
In the case of LO₂ in MM_I2, both the GAP and the solution improve as more time is available. On the other 
hand, the LN₂ solution improves very little when increasing processing time from 5,400 to 10,800 seconds, and 
remains the same when extended to 36,000 seconds. It can also be seen that the GAPs obtained are significantly 
large. 
In the instance MM_I1, by considering a more limited set of routes, the MILP model achieves better results in 
terms of cost and GAP when compared to MM_I2. Again, for LO₂, better solutions are obtained as more 
processing time is allowed. For LN₂, the GAPs remain high, approximately to 70%. This indicates that the 
logistics of LN₂ in this industrial case are more challenging than those of LO₂. The increase in the objective 
function values in the LN₂ instances is mainly due to the need of external purchases, which incur high penalty 
costs. 
Analyzing the results obtained with the TSSA procedure, the most important aspect to highlight is that for both 
products, it yields a better objective value, significantly reducing the solution GAP, while using less processing 
time. When comparing TSSA with instances MM_I1 and MM_I2, it is found that for LO₂, the procedure 
improved the best solution obtained in MM_I1 by 5.67% and that of MM_I2 by 19.12%. For LN₂, TSSA 
reduced the best solution from MM_I1 by 64.05% and that of MM_I2 by 76.86%. 
These results demonstrate the strong performance of the proposed strategy in solving industrial-scale problems. 
 

Table 6. Computational performance of the MILP model for each instance. 

Product Instances  CPU  
Time [s] 

GAP  
[%] 

Total  
Cost [$] 

LO2 

MM_I1 
5,400.00 26.42% 570,230.33 

10,800.00 18.55% 517,100.31 
36,000.00 12.08% 479,333.87 

MM_I2 
5,400.00 44.81% 731,313.65 

10,800.00 41.41% 689,099.71 
36,000.00 27.50% 559,068.00 

TSSA 4,510.31 1.53% 452,178.25 

LN2 

MM_I1 
5,400.00 73.00% 3,945,853.50 

10,800.00 73.00% 3,945,853.50 
36,000.00 69.87% 3,536,203.64 

MM_I2 
5,400.00 82.04% 5,874,756.37 

10,800.00 80.79% 5,494,846.90 
36,000.00 80.78% 5,494,846.90 

TSSA 4,065.25 16.24% 1,271,344.87 
 
 



18 
 

A more detailed analysis of the solution is provided in Section C of the Supporting Information. This section 
includes a breakdown of the distribution results for each instance, as well as the evolution of the solution 
throughout the steps of the TSSA procedure. 
After comparing the different instances proposed in the industrial case, it is demonstrated that the proposed 
TSSA procedure is effective when dealing with complex problem instances. TSSA achieved better solutions in 
terms of cost and computational time when compared to instances MM_I1 and MM_I2. The main strength of 
the proposed solution strategy lies in how, at each step, it takes advantage of the controlled size of the defined 
models, gradually adding flexibility without losing sight of the problem’s scalability. This allows, as 
demonstrated in the industrial case, the identification of high-quality solutions with low computational times. 
It also becomes clear that for complex cases, resolution strategies must be employed. The size of the resulting 
models in such cases is very large, making it difficult to find feasible and good solutions within a reasonable 
CPU time. 
 
5. Conclusions 
In this work, a decomposition procedure (TSSA) was presented for efficiently solving large-scale problems 
associated with industrial gas supply chains. TSSA builds upon an MILP formulation and a route generation 
algorithm to jointly address production, inventory, and routing decisions. At each step of the procedure, the 
goal is to control the combinatorial complexity inherent to this type of problem, while progressively improving 
the solutions obtained as the MILP model is solved. The main objective is to find feasible solutions and 
iteratively improve them in successive steps. The decisions made by the procedure include determining which 
plants to operate and on which days, the amount of product to produce and deliver to customers, the scheduling 
of customer visits, and the selection of routes to be used for those deliveries. 
The TSSA procedure was successfully tested on two case studies: one illustrative and the other of industrial 
scale. The results produced by TSSA were compared against those obtained when the MILP model was solved 
monolithically. In the illustrative case study, it was demonstrated that TSSA finds near-optimal solutions with 
shorter CPU times. When both approaches were compared on the industrial-scale study, TSSA clearly 
outperformed the monolithic MILP model, obtaining superior solution quality in terms of cost and 
computational effort. 
Using the TSSA procedure, future research will focus on incorporating aspects related to the management of 
heterogeneous truck fleets at production plants, as well as decisions concerning optimal fleet sizing and 
allocation. 
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